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1 TD Learning
Temporal-Dierence (TD) learning is a combination of Monte Carlo ideas and dynamic program-
ming (DP) ideas. Like Monte Carlo methods, TD methods can learn directly from raw experience
without a model of the environment’s dynamics. Like DP, TD methods update estimates based in
part on other learned estimates, without waiting for a final outcome (they bootstrap).

1.1 Tabular TD(0)
The most basic method for TD learning is the TD(0) method, which is given by the following
pseudo-code:

Algorithm 1 Tabular TD(0) for estimating Vπ

Input: the policy π to be evaluated, sample size N .
1. Sample trajectories τ1, . . . τN ∼ ρπ which gives us a dataset D.
2. Initialize V0 s.t.

∥V0∥∞ ∈
[
0,

1

1− γ

]
3. For k = 0, 1, . . . , K :
Sample a transition (sh, rh, sh+1) ∈ D, and update

Vk+1 (sh) = Vk (sh)− ηk (Vk (sh)− (rh + Vk (sh+1))) .

Return the function VK as an estimate of V π.

The quantity
(rh + Vk (sh+1))− Vk (sh)

is commonly called the TD Error and is used in various forms through-out Reinforcement Learn-
ing. For the true Vπ function, this gap is 0 on average. Note that rh+Vk (sh+1) is the reward gained
from transitioning between sh and sh+1 plus the value estimate of sh+1. Thus the prediction at any
particular time step gets updated to bring it nearer to the prediction of the same quantity at the next
time step.
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1.2 Approximate TD(0)
Let fw (·) be an approximation (parameterized by w) to the true value function Vπ.

Algorithm 2 Approximate TD(0) for estimating Vπ

Input: the policy π to be evaluated, sample size N , initialized parameter w0.
1. Sample trajectories τ1, . . . τN ∼ ρπ which gives us a dataset D.
2. Initialize V0 s.t.

∥V0∥∞ ∈
[
0,

1

1− γ

]
3. For k = 0, 1, . . . , K :
1) Construct an empirical loss function

Lk(w) =
1

NH

N∑
i=1

∑
(sh,rh,sh+1)∈τi

(fw (sh)− (rh + fwk
(sh+1)))

2

2) Update
wk+1 = wk − ηk∇̃Lk (wk) ,

Return the function fwK
as an estimate of V π.

1.3 Q-Learning and SARSA

Figure 1: Cliff Example

2



1.3.1 Q-Learning

Rather than estimating the state- value function, it is commonly more effective to estimate the Q
value for a particular state-action pair. This process of using the TD learning mechanism to learn
Q-values is commonly known as Q-learning, being formally defined as an off-policy temporal
difference control method. The algorithm is as follows:

Algorithm 3 Tabular Q-Learning
Input: sample size N .
1. Sample trajectories τ1, . . . τN ∼ ρπdata which gives us a dataset D.
2. Initialize Q0(s, a), ∀s, a s.t.

∥Q0∥∞ ∈
[
0,

1

1− γ

]
3. For k = 0, 1, . . . , K :
Sample a transition (sh, ah, rh, sh+1) ∈ D, and update

Qk+1 (sh, ah) = Qk (sh, ah)− ηk

(
Qk (sh, ah)−

(
rh + γmax

a′
Qk (sh+1, a

′)
))

.

Return the function QK as an estimate of Q∗.

As we can see from the algorithm, we are trying to obtain an estimate of the optimal policy,
instead of estimating the value function for a given policy.

1.3.2 SARSA

SARSA is an on-policy Temporal Difference control method. This policy requires that we calculate
the next action following our given policy. The algorithm is as follows:

Algorithm 4 SARSA
Input: given policy π, and sample size N .
1. Sample trajectories τ1, . . . τN ∼ ρπ which gives us a dataset D.
2. Initialize Q0(s, a), ∀s, a s.t.

∥Q0∥∞ ∈
[
0,

1

1− γ

]
3. For k = 0, 1, . . . , K :
Sample a transition (sh, ah, rh, sh+1, ah+1) ∈ D, and update

Qk+1 (sh, ah) = Qk (sh, ah)− ηk (Qk (sh, ah)− (rh + γQk (sh+1, ah+1))) .

Return the function QK as an estimate of Qπ.
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1.3.3 Comparison

1. Both approaches work on a finite environment (or a discretized continuous environment)
2. Q-Learning provides an estimate of the Q-values for the optimal policy, while SARSA provides

an estimate of the Q-values for the current policy.
3. Q-Learning results in a more aggressive learning agent, while SARSA is more conservative. A

common example is teaching a robot how to walk near a cliff (as shown above in Fig. 1). Q-
Learning will learn the shortest path because it is optimal (even with the risk of falling), while
SARSA will take the longer, safer route (to avoid unexpected falling).

4. If the state space is large, we must consider alternatives including deep Q-Learning.

1.4 Fitted Q-Iteration and Deep Q-Learning
Instead of using a tabular structure to store exact Q-values, we can approximate them using a
functional approximation trained as follows:

Algorithm 5 Fitted Q-Iteration
Input: sample size N , initialized parameter w0.
1. Sample trajectories τ1, . . . τN ∼ ρπ which gives us a dataset D.
2. For k = 0, 1, . . . , K :
1) Construct an empirical loss function

Lk(w) =
1

NH

N∑
i=1

∑
(sh,ah,rh,sh+1)∈τi

(
fw (sh, ah)−

(
rh +max

a
fwk

(sh+1, a)
))2

2) Update with either:
2.1) full minimization:

wk+1 ≈ argmin
w

Lk(w)

2.2) One step SGD:
wk+1 = wk − ηk∇̃Lk (wk) ,

3) Return the function fw̃K
as an estimate of Q∗.

If the function approximation is implemented using a neural network, then the above algorithm
is known as Deep Q-Learning as shown in Fig. 2.

An important aspect to consider while training a neural network for deep Q-learning is that
consecutive interdependent states tend to be very similar and therefore can lead to a network that
misunderstands the environment. For example, autonomous cars that mainly face straight lines
may fail to learn how to deal with curves in the road. To address this, we must consider a tech-
nique called experience replay. This technique allows us to classify a set of states and actions
into specific buffers of related experiences. Once an agent encounters the state associated with
these experiences, the memory shard where the experiences are contained is used for training the

4



Figure 2: Deep Q-Learning

neural network. Random samples from the memory shard are drawn to remove correlations in the
observation sequence and smooth changes in the data distribution.

2 KL divergence
The KL divergence quantifies the ”distance” between two distributions P and Q:

DKL(P∥Q) :=

∫ ∞

−∞
P (x) log

(
P (x)

Q(x)

)
dx

Question: Show that DKL(P∥Q) is nonnegative, and equals 0 if and only if P = Q almost
everywhere.

where the equality sign holds if Q(x)/P (x) = 1 almost everywhere x, which is equivalent to
P (x) = Q(x) almost everywhere.
Question: Is KL divergence a real distance?
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In practice, suppose P is known, we usually want to find a distribution Q that minimizes
DKL(P∥Q) but not DKL(Q∥P ) (recall they are not symmetric!)
Question: Explain the motivation from the following example: given toss results of a biased coin
y1, ..., yn, estimate the probability p of landing a head.

Question: Let P be a distribution with finite moments. Find a normal distribution Q that minimizes
DKL(P∥Q).
Solution:

There are other metrics that quantifies distance between P and Q, a common one being

Lp(P,Q) :=

(∫ ∞

−∞
(P (x)−Q(x))pdx

)1/p

for p ≥ 1.
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