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1 NPG review
Motivation: we are trying to solve the problem

max
θ

Eτ∼ρθ

[
H−1∑
h=0

Aπθ(sh, ah)

]
However directly solving for θ is hard. Thus we update θt iteratively:

θt+1 = argmax
θ

Es0,...,sH−1∼ρθt

[
H−1∑
h=0

Eah∼πθ(sh)A
πθt (sh, ah)

]
We replaced θ by θt in two places. The approximation might be off if ρθ and ρθt is far. Thus,

we add a constraint instead:

θt+1 =argmax
θ

HE
s∼d

πθt
µ

[
Ea∼πθ(s)A

πθt (s, a)
]

s.t. DKL(ρπθt
∥ρπθ

) ≤ δ

where we also used the property of visitation measures (see Section 3).
Let’s simplify the optimization problem.

Question: Use first order approximation to simply the objective function.
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Question: Use second order approximation to simplify the constraint
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2 Constrained Optimization and Lagrangian

2.1 Definitions
Suppose the optimization problem is:

minimize f0(x)
subject to fi(x) ≤ 0, i = 1, . . . ,m

hi(x) = 0, i = 1, . . . , p
x ∈ D ⊆Rn

The Lagrangian is

L(x, λ, ν) = f0(x) +
m∑
i=1

λifi(x) +

p∑
i=1

νihi(x)

where λi is Lagrange multiplier associated with fi(x) ≤ 0, and νi is Lagrange multiplier associated
with hi(x) = 0.

Define the Lagrange dual function as

g(λ, ν) = inf
x∈D

L(x, λ, ν),

and the Lagrange dual problem

maximize g(λ, ν)
subject to λ1, λ2, . . . , λm ≥ 0.

Question: Consider the optimization problem

maximize ∇θJ (πθt)
⊤ (θ − θt)

s.t. (θ − θt)
⊤ Fθt (θ − θt) ≤ δ

We can rewrite it as
minimize −∇θJ (πθt)

⊤ (θ − θt)

s.t. (θ − θt)
⊤ Fθt (θ − θt)− δ ≤ 0

without changing the optimal solution. What is its dual problem?
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2.2 Properties
Suppose the optimal value of the original problem and the dual problem are p∗ and d∗, respectively.
Then d∗ ≤ p∗ (weak duality). Furthermore, for convex problems, under certain conditions, we
have d∗ = p∗ (strong duality).

The strong duality holds for the previous optimization problem because of Slater’s condition
(linear equality constraints, and strictly feasible inequality constraints)

(see details at https://en.wikipedia.org/wiki/Slater%27s condition.)
Solving the dual problem in the previous subsection, we get

λ∗ =

√
1

4δ
∇θJ (πθt)F

−1
θt
∇θJ (πθt).

Plugging the result, we get

θ∗ =
1

2λ∗F
−1
θt
∇θJ (πθt) + θt

=θt +

√
δ

∇θJ (πθt)
⊤ F−1

θt
∇θJ (πθt)

F−1
θt
∇θJ (πθt) .
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3 State-action visitation distribution

3.1 Finite-horizon case
For the finite horizon case, we define the visitation probability at time h as Ph(sh, ah|µ, π), where
the initial state of our system is sampled from µ (s0 ∼ µ) and we follow the given policy π
until the end of the horizon. For the sake of simplicity, recall that we absorb h into the state, i.e.
s←− (s, h). For a finite horizon H , we can define an average visitation measure for a state-action
pair or just for a given state:

dπµ(s, a) =
1

H

H∑
h=0

Ph(s, a|µ, π)

dπµ(s) =
1

H

H∑
h=0

Ph(s|µ, π)

Where the first definition is for state-action pairs, and the second definition is for only states. From
this definition, we have that the expected value of a given policy πθ can be rewritten as:

J(θ) = Es0∼µ0 [V
πθ(s0)] (1)

= E

[
H−1∑
h=0

r(sh, ah)|µ0, πθ

]
(2)

= H · Es∼d
πθ
µ
Ea∼πθ(s)[r(s, a)] (3)

This new definition is particularly useful as now we don’t need to worry about the inner sum and
now have a cleaner expression for the expected rewards. The distribution for the average visitation
probability can be empirically approximated using trajectories for a given policy, which means we
can use trajectories over the finite horizon to use Monte-Carlo estimation for the value of J(θ).

3.2 Discounted case
Remember that the advantage of a policy π is defined as follows:

Aπ(s, a) = Qπ(s, a)− V π(s)

Note that A∗(s, a) := Aπ∗
(s, a) ≤ 0 for all state-action pairs. We define the visitation probability

at time h as Ph(sh, ah|s0, π). This definition corresponds to the probability of visiting a state-
action pair given an intial state s0 and a given policy π. Using this probability measure, we can
define the discounted state-action visitation distribution dπs0 as:

dπs0(s, a) = (1− γ)
∞∑
t=0

γtPt(s, a|s0, π)
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In this case, the policy π is used starting at state s0. We also write:

dπµ = Es0∼µ[d
π
s0
(s, a)]

Where dπµ corresponds to the average visitation measure for the discounted case. By construction
then, observe that for any function f : S×A→ R,

Eτ∼ρπ

[
∞∑
t=0

γtf(st, at)

]
=

1

1− γ
Es∼dπθEa∼πθ(·|s)[f(s, a)]

From this definition, we have that the expected value of a given policy πθ can be rewritten as:

J(θ) = Es0∼µ0 [V
πθ(s0)] (4)

= E

[
∞∑
h=0

γhrh|µ0, πθ

]
(5)

=
1

1− γ
· Es∼d

πθ
µ
Ea∼πθ(s)[r(s, a)] (6)

Introducing the visitation measure allows us to have functionally similar expressions for the dis-
counted and finite horizon cases, simplifying some of the calculations.
Question: Why do we scale by a 1− γ factor?

Question: How do we sample from dπµ(s, a)?
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