
Section 13
CS/Stat 184

Daniel Garces, Kuanhao Jiang, Yanke Song

1 Behavior Cloning algorithm

1.1 Algorithm
The main idea behind Behavioral Cloning is to learn a policy for an MDP given expert demonstra-
tions. For simplicity, let’s assume expert is a (nearly) optimal policy π∗.

Suppose we have a dataset
D = (s⋆i , a

⋆
i )

M
i=1 ∼ dπ

⋆

µ .

Our goal is to learn a policy from D that is as good as the expert π∗.

Let Π = {π : S 7→ ∆(A)} be a restricted policy class, and ℓ (π, s⋆, a⋆) be some loss function.
For instance, ℓ can be the negative log-likelihood function:

ℓ (π, s, a⋆) = − lnπ (a⋆ | s⋆) .

Then the Behavior Cloning algorithm outputs the policy

π̂ = argmin
π∈Π

M∑
i=1

ℓ (π, s⋆, a⋆) ,

which is a reduction to Supervised Learning.

1.2 Performance
Assuming Supervised Learning succeeded, i.e.

Es∼d⋆µ1 [π̂(s) ̸= π⋆(s)] ≤ ϵ.

Then BC returns a policy π̂ such that

V π⋆ − V π̂ ≤ 2

(1− γ)2
ϵ.
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1.3 Data distribution mismatch
The problem with this approach is that there is a mismatch between the distribution of training and
test data. Supervised Learning succeeds when training and test data distributions match, but the
state distribution under learned π differs from those generated by π∗:

Supervised Learning Supervised learning + Control
Train (x, y) ∼ D s ∼ dπ∗
Test (x, y) ∼ D s ∼ dπ̂

2 DAgger: Dataset Aggregation
DAgger is an iterative policy training algorithm via a reduction to online learning. At each iteration,
we retrain the main classifier on all states ever encountered by the learner. The main advantage of
DAgger is that the expert teaches the learner how to recover from past mistakes.

2.1 Algorithm

2.2 Performance
Assuming Supervised Learning succeeded, i.e.

Es∼d⋆µ1 [π̂(s) ̸= π⋆(s)] ≤ ϵ.

Then DAgger returns a policy π̂ such that

V π⋆ − V π̂ ≤ 2

(1− γ)
ϵ.

3 Imitation Learning from Observation Alone
While most imitation learning algorithms rely on an expert to directly provide actions to the learner,
we can’t guarantee that the expert can always provide the algorithm with the specific actions re-
quired to achieve an objective or a reward structure that will clearly define a task. For this reason,
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we must consider settings in which the expert only supplies sequences of observations. Multiple
papers have considered this scenario, including ”Generative Adversarial Imitation Learning” by
Ho & Ermon (2016), ”Provably Efficient Imitation Learning from Observations Alone” by Sun et.
al (2019), and ”MobILE: Model-Based Imitation Learning from Observation Alone” by Kidambi
et. al (2021). In this section, we will present a small introduction to the concepts presented in these
papers and try to create some intuition into how the algorithm work.

3.1 Model-Free Imitation Learning from Observations Alone
With only access to the expert’s trajectories of observations, Sun. et. al. introduce a model-free
algorithm, called Forward Adversarial Imitation Learning (FAIL), which decomposes the imitation
learning from observation alone (ILFO) problem into H independent two-player min-max games,
where H is the horizon length. This method aims to learn a sequence of time dependent policies
from h = 1 to H , where at any time step h, the policy πh is learned such that the generated
observation distribution at time step h + 1, conditioned on π1, . . . , πh−1 being fixed, matches the
expert’s observation distribution at time step h + 1, in terms of the Integral Probability Metric
(IPM). IPM is a family of divergences that can be understood as using a set of discriminators to
distinguish two distributions (e.g., Wasserstein distance is one such special instance). Given two
distributions, P1 and P2 over the set of observations X, and a function class F containing real-value
functions f : X→ R and symmetric, IPM is defined as follows:

sup
f∈F

(Ex∼P1 [f(x)]− (Ex∼P2 [f(x)])

By choosing different class of functions F, various popular distances can be obtained. For instance,
IPM with F = {f : ||f ||∞ ≤ 1} recovers Total Variation distance.

For their algorithm, the authors assume access to a Linear Programming Oracle, which solves
a linear function to get the function f that maximizes the divergence between the expert and the
learner’s distribution, and a cost-sensitive oracle (CS-oracle), which given a set of classifiers, it
returns the classifier that minimizes the average expected classification cost. The two algorithms
proposed in the paper are:
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For an example of how the algorithm works in practice, please refer to Figures 1 and 2 below.

Figure 1: Example Trajectories

Figure 2: Example Application of ILFO

3.2 Model-Based Imitation Learning from Observations Alone
In Kidambi et. al, the authors introduce MobILE (algorithm 1 Shown below) to tackle the ILFO
problem when we have a model of the environment. MobILE utilizes (a) a function class F for
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IPM-based distribution matching, (b) a transition dynamics model class P for model learning, (c)
a bonus parametrization B for exploration, (d) a policy class Π for policy optimization. At every
iteration, the algorithm performs the following steps:

1. Dynamics Model Learning:execute policy in the environment online to obtain state-action-next
state (s, a, s′) triples which are appended to the buffer D. Fit a transition model P̂ on D.

2. Bonus Design: design bonus to incentivize exploration where the learned dynamics model is
uncertain.

3. Imitation-Exploration tradeoff: Given discriminators F, model P̂ , bonus b and expert dataset
De, perform distribution matching by solving the model-based IPM objective with bonus:

πt+1 ←− argmin
π∈Π

max
f∈F

L(π, f |P̂ , b,De) := E(s,a)∼dπ
P̂
[f(s)− b(s, a)]− Es∼De [f(s)] (1)

where Es∼De [f(s)] :=
∑

s∈De
f(s)/|De|

Intuitively, the bonus cancels out discriminator’s power in parts of the state space where the dy-
namics model P̂ is not accurate, thus offering freedom for MobILE to explore.

This algorithm is a generalization of ILFO, and it shows how exploration can also be incorpo-
rated in imitation learning problems.
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