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1.1 Bayesian Inference Basics
1.1.1 Bayes’ Theorem

For any two events A and B (defined on the same probability space),

P (A | B) =
P (B | A)P (A)

P (B)
.

• P (A) is the prior probability of A which expresses one’s beliefs about A before B is taken into
account.

• P (A | B) is the posterior probability, the probability of A after taking B into account.

The denominator P (B) can be calculated using the law of total probability

P (B) =
∑
i

P (B | Ai)P (Ai) .

Often, the denominator is difficult to calculate. Fortunately, in many cases it’ll be good enough
to know that the conditional probability P (A | B) is proportional to the product:

P (A | B) ∝ P (B | A)P (A).

1.1.2 Example

Suppose you find a coin, and you start flipping it. Assume the flips are iid Bernoulli random
variables with mean θ. Moreover, you have some experience with coins, and you want to incorpo-
rate the prior knowledge in estimating θ. You decide to impose a Beta(α, β) prior on θ for some
α, β > 0, which means

p(θ) ∼ Γ(α + β)

Γ(α)Γ(β)
θα−1(1− θ)β−1, θ ∈ [0, 1]
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where Γ(·) is the Gamma function. Note that the mean of Beta(α, β) distribution is α
α+β

, and the
variance is αβ

(α+β)2(α+β+1)
. In particular, if α = β = 1, then the distribution becomes a uniform

distribution over [0, 1].
Now, you flip the coin N times, and observe T heads (so there are T = N −H tails). We use

D to denote the data. Then by Bayes’ rule, the posterior distribution of θ is

p(θ | D) ∝p(D | θ)p(θ)
=θH(1− θ)T θα−1(1− θ)β−1

=θH+α−1(1− θ)D+β−1,

which is the same as Beta(α + H, β + T ). Note that the posterior is of the same distributional
family as the prior. This property between a model and its prior is called conjugacy.

1.1.3 Examples of Conjugate Prior

Likelihood Model parameter Conjugate prior
Bernoulli θ (probability) Beta
Binomial θ (probability) Beta

Multinomial p (probability vector) Dirichlet
Poisson λ (rate) Gamma

Normal with known variance µ (mean) Normal
Normal with known mean σ2 (variance) Inverse gamma

1.2 Thompson Sampling with Bernoulli Bandits
Let the agent begin with an independent prior belief over each µk. The prior imposed on arm k
is Beta(αk, βk). Use rt to denote the observed reward at time t. Since the Beta distribution is a
conjugate prior for Bernoulli, we know the posterior is also a Beta distribution. Furthermore, the
posterior can be updated according to the simple rule:

(αk, βk)←

{
(αk, βk) if at ̸= k

(αk, βk) + (rt, 1− rt) if at = k
.

Note that only the parameters of a selected arm are updated. Thompson sampling, specialized
to the case of a beta-Bernoulli bandit, is presented below:
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Algorithm 1 Thompson Sampling for Beta-Bernoulli Bandit
Input: Number of arms K, horizon T ≥ K
Initialize α = β = 1 ∈ RK ,

for t = 0, 1, . . . , T − 1 do
for k = 1, 2, . . . , K do

Sample θ̂k ∼ Beta (αk, βk)
end for

Play arm at = argmaxk∈1,...,K θ̂k, where ties are broken at random

Update the belief for arm at: (αat , βat)← (αat + rt, βat + 1− rt)
end for

Thompson sampling can be generalized to sample from any arbitrary distributions over param-
eters. Before discussing generalized version of Thompson sampling, let’s talk about a few further
questions about Thompson Sampling in Bernoulli bandits.

1.3 Performance Comparison
Question: after updating the posterior, why should we sample from the posterior (Thompson
Sampling), instead of taking the posterior mean (greedy)?

Example: consider a 3-armed bandit with µ = (0.9, 0.8, 0.7).
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1.4 Approximate Inference
Question: how to sample from the posterior distribution if we do not have a closed form expres-
sion?
Solution.

In the case, where the posterior has a closed form solution, but we do not know how to sample
from it, we can apply:

1. Rejection Sampling: We can use rejection sampling to simulate multivariate random variables
and random variables for which we don’t have a closed form for F−1

X . We choose a proposal
distribution g such that (1) the support of g covers the support of f and (2) there is a constant
M > 0 with fX(y)

g(y)
≤ M for all y. To simulate X , we repeat until N samples are accepted: 1)

sample Yk ∼ g(Y ). 2) sample a random height, Uk ∼ U(0, 1). 3) if Uk <
fX(Yk)
Mg(Yk)

then accept Yk

as a sample, else reject.
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In the case that the conditionals of the posterior are easy to sample from while the joint posterior
is not (priors are semi-cojugate), we can use the following:

1. Gibbs Sampling: If we start at a point (x(0), y(0)) sampled from from the joint distribution
p(X, Y ), we can get to the next point (x(1), y(1)) ∼ p(X, Y ) through a ”stepping-stone” (x(1), y(0)),
where we updated the first coordinate by x(1) ∼ p(X|Y = y(0)). From there, we update the sec-
ond coordinate y(1) ∼ p(Y |X = x(1)).
The initial samples may be unlikely under p(X, Y ), but this process will eventually lead us to a
high density area in p(X, Y ) and we will mostly sample there

In the case where the posterior has no closed form solutions and the conditonals are not easy
to sample from, then we can approximate the posterior distribution using simulation methods,
including Markov-Chain Monte-Carlo (MCMC) samplers. For this case we still need to have a
function p(θ) that is proportional to the posterior probability that we want to approximate. This
condition should not be a problem since usually the scaling factor is the source of the intractability
of the posterior. A widely used MCMC sampler is:

1. Metropolis-Hastings: For a target distribution p(θ) over Θ and a proposal distribution q(θ|θold)
over Θ, the Metropolis-Hastings (MH) algorithm is a MCMC algorithm for generating sam-
ples from p.
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(a) Step 0: choose an initial value θ0 ∈ Θ.
(b) Step 1: repeat for S number of steps:

i. Proposal: propose a sample θprop ∼ q(θ|θold)
ii. Accept/Reject:

A. generate U ∼ U(0, 1)

B. generate accept ”probability”: α(θprop, θold) = min
(
1,

p(θprop)/q(θprop|θold)

p(θold)/q(θold|θprop)

)
C. if U < α(θprop, θold): add θprop to list of accepted samples and set θold ← θprop

D. else: add θold to list of accepted samples

Note: Content based on material covered on AM207

1.5 Thompson Sampling with Gaussian Bandits
Consider the setting where the reward is Gaussian: when you pull arm k, the reward distribution is
N(µk, σ

2) where σ is known (here we allow negative reward).
We impose prior N(θk, σ

2
0) on arm k.

Question: Derive the update rule for this setting. Then write out the Thompson Sampling
algorithm. What if you want to put a uniform prior?
Solution.

Suppose at time t we pull arm k, and its posterior distribution at t− 1 is N(θk,t−1, σ
2
k,t−1)

f(µk,t|rt, rt−1) ∝ f(µk,t|rt−1)f(rt|µk,t, rt−1)

∝ exp[−(µk,t − θk,t−1)
2

2σ2
k,t−1

− (rt − µk,t)
2

2σ2
]

∝ exp[−
µ2
k,t

2
(

1

σ2
k,t−1

+
1

σ2
) + µk,t(

θk,t−1

σ2
k,t−1

+
rt
σ2

)]
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So the update rule is

(θk, σ
2
k)←


(µk, σ

2
k) if at ̸= k(

θk
σ2
k

+
rt
σ2

1

σ2
k

+ 1
σ2
, 1

1

σ2
k

+ 1
σ2

)
if at = k

.

Algorithm 2 Thompson Sampling for Gaussian Bandit
Input: Number of arms K, horizon T ≥ K
Initialize θk, σ

2
k for k = 1, ..., K

for t = 0, 1, . . . , T − 1 do
for k = 1, 2, . . . , K do

Sample µ̂k ∼ N(θk, σ
2
k)

end for

Play arm at = argmaxk∈1,...,K µ̂k, where ties are broken at random

Update the belief for arm at: (θk, σ2
k)←

(
θk
σ2
k

+
rt
σ2

1

σ2
k

+ 1
σ2
, 1

1

σ2
k

+ 1
σ2

)
end for

Uniform prior corresponds to σ2
k =∞, in practice, can use a large σ, or sample uniformly in a

truncated interval.
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