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1 Supervised Learning and Linear Regression
Supervised learning is the machine learning task of learning a function that maps an input to an
output based on example input-output pairs. In order words, supervised learning algorithm infer a
function from labeled training data consisting of a set of training examples. Supervised learning is
mostly divided into two types of tasks: classification and regression.

1.1 Classification
It involves the use of an algorithm to accurately assign test data into discrete categories. For in-
stance, each test data point will be assigned a label, which corresponds to the category that is more
closely related to the features of the test point under consideration. Some common classification
algorithms:

• Logistic Regression
• Support Vector Machines (SVM)
• Random Forests
• Discriminant Analysis
• Neural Networks

1.2 Regression
It is used to understand the relationship between dependent and independent variables. In this
case the output of the model is continuous rather than discrete, in contrast to classification. Some
commonly used algorithms for regression are:

• Linear Regression
• Random Forests
• Nearest Neighbors methods and extensions (kernel methods)
• Neural Networks

Generally, we assume the true model is

y = f(X) + ϵ
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where y ∈ Rn is the dependent variable, X ∈ Rn×p are the independent variables, and ϵ are
independent noises (often assume to be Gaussian).

A regression method tries to find f̂ among a family of functions F that minimizes the error
(usually Mean Squared Error):

f̂ = argmin
f∈F

∥y − f̂(X)∥22

Question: what shall we consider when we pick the family F?

1.2.1 Linear regression

For linear regression, we consider the family F(X) = {Xβ|β ∈ Rp}
Equivalently, we are finding

β̂ = argmin
β

∥y −Xβ∥22

Question: How do you solve the above problem?
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2 Contextual Bandits and Linear Contextual Bandits

2.1 Contextual Bandits
2.1.1 Setting

• Action: a ∈ A = {1, ..., K} arms
• State: s set of contexts X with distribution xt

i.i.d∼ D ∈ ∆(X)
• Reward: rt ∼ r(xt, at) ∈ [0, 1],E[r(x, a)] = µa(x)
• Goal: minimize regret

R(T ) =
T∑
t=1

Ext∼D[max
a

µa(xt)− µat(xt)]

• Optimal Policy: π∗(x) = maxa µa(x)

2.1.2 Naive (Tabular) algorithms

Suppose there are M discrete possible contexts, we can run a MAB algorithm for each different
context.

• Explore-then-commit with contexts

• UCB with contexts

• Thompson sampling with contexts
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Question: what are some drawbacks for these tabular algorithms?

2.1.3 Function Approximation

Motivation: in reality contexts are high-dimension. Instead of estimating µ̂a(x) by counting, we
can use function approximation.

Suppose we have records {{xa
i , r

a
i }Ni=1}Ka=1.

We estimate µ̂a(x) by

µ̂a(x) = argmin
µ∈M

N∑
i=1

(µ(xa
i )− rai )
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Question: what shall we consider when we pick the family M?

2.2 Linear Contextual Bandits
Setting: contextual bandits with the additional assumption that µa(x) = θ⊤a x

Question: given records {{xa
i , r

a
i }Ni=1}Ka=1, how shall we estimate θa?

Algorithm 1 LinUCB
Initialize 0 means and infinitely wide confidence intervals
for t = 1, ..., T do

at = argmaxa θ̂
a⊤
t xt + α

√
xt(Aa

t )
−1xt

Update:
Aa

t =
∑t

k=1 xkx
⊤
k 1{ak = a}

bat =
∑t

k=1 xkrk1{ak = a}
θ̂at = (Aa

t )
−1bat

end for
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2.3 Application of Contextual Bandits Algorithms: Azure Personalizer
As stated on Microsoft’s website, ”Personalizer uses reinforcement learning to select the best ac-
tion for a given context across all users in order to maximize an average reward”. Clients can use
this service to build recommendation systems in a variety of scenarios.

In order to use this service, a client may need to extract user information. For instance, such
information can be collected during user registration. The client will then define a list of items
to recommend to the user, as well as a reward system. For example, the reward system may be
defined such that the reward is 1 if the user clicks on the recommended item, and 0 otherwise.

The client will provide the personalizer with the user information (the context) and the list of
items to recommend to the user (i.e. the set of actions). Given the context and the set of actions,
current version of the personalizer runs contextual bandits algorithms, and then proposes some
action. The client may present the chosen item to the user, and then send the resulting reward back
to the personalizer. The personalizer will then update the policy according to the feedback.

5



3 Discrete Time Markov Process

3.1 Basic Definitions
Definition 1. A stochastic process in discrete time is a sequence of random variables {Xt}t∈N.
The value Xt is called the state at time t. The collection of possible values that Xt can take
is called the state space. If the state space is discrete, then the stochastic process is said to be
discrete-valued.

A simple example of discrete time stochastic process is a sequence of i.i.d. random variables
indexed by t = 0, 1, 2, . . ..

Definition 2. A stochastic process {Xt}t∈N with discrete state space S is a Markov chain if for
all times t ≥ 0 and all states x0, x1, . . . , xt+1 ∈ S,

P (Xt+1 = xt+1 | Xt = xt, Xt−1 = xt−1, . . . , X0 = x0) = P (Xt+1 = xt+1 | Xt = xt) .

If the number of states is finite, we call it a finite Markov chain. If the transition probability
does not depend on time, then the Markov chain is time-homogeneous.

Intuitively, a stochastic process is a Markov chain if the future depends only upon the present,
not upon the past.

Definition 3. Consider a finite time-homogeneous Markov chain. Without loss of generality, we
can represent the state space as {1, 2, . . . , |S|}. The transition matrix P ∈ R|S|×|S| is such that

Pij = P (Xt+1 = j | Xt = i) ∀i, j ∈ {1, 2, . . . , |S|}, ∀t ∈ N.

Since when leaving state i the chain must move to one of the states j ∈ S, each row of the
transition matrix must sum to one.

Example 1. Suppose this week’s weather is: sun, rain, sun, rain, rain, sun, sun. We use a time-
homogeneous Markov chain to model the weather. What’s a reasonable estimate for the transition
matrix? According to the estimated transition probabilities, what’s the probability that it will rain
next Monday?
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