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1 Example of MDP

1.1 Basic Setup
Note: Example adapted from MIT 6.034 (Spring 2011).

You wake up and find yourself on an island. There are 4 possible states: HT(Hungry, Tired),
HR(Hungry, Rested), FT(Full, Tired), FR(Full, Rested), and there are 2 possible actions at each
time: hunt or rest. You do not know when to hunt and when to rest. Fortunately, you find a
survivalist manual, which tells you the transition probability:

Furthermore, assume the discount factor γ = 0.8, and the reward is given by:
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From State Action Reward

Hungry, Tired
Rest 1
Hunt 1

Hungry, Rested
Rest 0
Hunt 1

Full, Tired
Rest 1
Hunt 0

Full, Rested
Rest 0
Hunt 0

Questions:
1. How many different policies are there?
2. Suppose the current state s = HT, and the action a we choose is ”hunt”. Write s

′ ∼ P (· |
s, a). What is the distribution of s′?

1.2 Reward, Value Function & Q-function
Questions:

1. For a (realized) sequence of states st actions at, write down the infinite horizon discounted
reward.

2. Now consider a general policy π, and assume we start at state s. Write down the value function.
3. Suppose we take action a instead at t = 0, and then follow policy π. Write down the Q-function.

1.3 Bellman Consistency and Bellman Optimality
Questions:

1. Assuming that we start at state s, write down the Bellman consistency equation for the value
function.

2. Assuming we start at state s, write down the Bellmand consistency equation for the Q-function.
3. What is the difference between the two and why is that significant?
4. Write down the Bellman optimality equation for the value function
5. Write down the optimality condition for the optimal policy π∗ in terms of the Q-value function
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Now let’s consider this specific policy: always rest when tired, and always hunt when rested.
Suppose your starting state is FR.
Questions:

1. Calculate the value function of this policy.
2. Calculate the Q-function under two different actions.

Solutions:

Now let’s consider we start at state HT and follow the same policy as before.
Questions:

1. Calculate the Q-function under the two available actions.
2. How would you leverage the information of the Q-function values derived in the previous ques-

tion to change the policy?
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