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1 Policy Gradient with Baselines

1.1 Policy Gradient Review
Consider an MDP with finite horizon H . For a policy πθ parametrized by θ, let ρθ(τ) denote the
probability density of a trajectory τ under policy πθ, initial distribution µ, and transition function
P .
Question: write out the formula for ρθ

Define the reward R(τ) =
∑H−1

h=0 r(sh, ah), and the expected reward J(θ) = Eτ∼ρθ(τ)[R(τ)]
Question: recall from importance sampling, write out a formula for ∇θJ(θ)

It turns out that we also have equivalent formula

∇θJ(θ) = Eτ∼ρθ(τ)

[
H−1∑
h=0

(
∇θ lnπθ(ah|sh)

H−1∑
t=h

rt

)]

= Eτ∼ρθ(τ)

[
H−1∑
h=0

∇θ ln πθ(ah|sh)Qπθ
h (sh, ah)

]

1.2 Baseline to reduce variance
For any baseline function bh(s), we have:

∇θJ(θ) = Eτ∼ρθ(τ)

[
H−1∑
h=0

∇θ lnπθ(ah|sh)

(
H−1∑
t=h

rt − bh(sh)

)]

= Eτ∼ρθ(τ)

[
H−1∑
h=0

∇θ lnπθ(ah|sh) (Qπθ
h (sh, ah)− bh(sh))

]
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A common choice for b is the value function V π
h (s) (so we get the advantage function Aπ

h(s, a) =
Qπ

h(s, a)− V π
h (s)). There are two ways to estimate it:

1) Direct estimation via supervised learning: sample N trajectories τ1, ..., τN , and

b̃h = min
N∑
i=1

∑
(sh,ah)∈τi

(fw(sh)−Rh(τi))
2

Question: if fw = w where w is a constant, what is the solution?

2) Estimation via temporal-difference: to be learned

1.3 Example: Softmax Linear Policy
Consider the policy

πθ(a|s) =
exp(θ⊤ϕ(s, a))∑
a′ exp(θ

⊤ϕ(s, a′))

We can compute the gradient

∇θ log πθ(a|s) = ϕ(s, a)− Ea′∼πθ(·|s)[ϕ(s, a
′)]

Then we have

∇θJ(θ) = Eτ∼ρθ(τ)

[
H−1∑
h=0

Aπθ
h (sh, ah)

(
ϕ(sh, ah)− Ea′∼πθ(·|s)[ϕ(sh, a

′)]
)]

= Eτ∼ρθ(τ)

[
H−1∑
h=0

Aπθ
h (sh, ah)ϕ(sh, ah)

]

Question: why can we eliminate the second term?
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2 Constant Baseline to Reduce Variance
We prove that we can choose a constant baseline to reduce the variance of the policy gradient.

Denote

∇θ log πθ(τ) =
H−1∑
h=0

∇θ lnπθ (ah | sh) .

Now, let’s consider a constant baseline b ∈ R. The policy gradient can be written as

∇θJ(θ) =Eτ∼ρθ(τ)

[(
H−1∑
h=0

∇θ lnπθ (ah | sh)

)
(R(τ)− b)

]
=Eτ∼ρθ(τ) [∇θ log πθ(τ)(R(τ)− b)]

The variance of the policy gradient with baseline b is

Var (∇θ log πθ(τ)(R(τ)− b))

=E
[
(∇θ log πθ(τ)(R(τ)− b))2

]
− E2 [∇θ log πθ(τ)(R(τ)− b)] . (1)

We want to find a constant b that minimizes the variance. It can be shown that the above expres-
sion is a convex function of b (The first term is convex in b because integral preserves convexity.
What about the second term? See the solution below), and thus we only need to find the b such that

d

db
Var (∇θ log πθ(τ)(R(τ)− b)) = 0.

Question: Find an expression for the left hand side, and try to solve for b.

Note that this is just expected reward, but weighted by gradient magnitudes. Since in general
b∗ is non-zero, we have shown that the variance of the policy gradient can be reduced by choosing
a constant baseline.

Remark: You can find the connection between b∗ and the average reward baseline (mentioned in
the lecture) in section 3 of the paper The Optimal Reward Baseline for Gradient-Based Reinforce-
ment Learning by Weaver and Tao.
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3 Supervised learning for approximating value function

As introduced in section 1.2 above, before calculating ∇̃θJ(θt), we can try to learn a baseline
function that adequately approximates the value function (̃b(s) ≈ V

πθt
h (s)) to decrease variance

in our policy gradient method and obtain an approximate advantage function. Since closed-form
versions of the model of the environment might not be easily accessible for our setup, we can’t
directly calculate the value function of a specific policy at each state. For this reason, we want to
interact with the environment to generate enough trajectories so we can utilize supervised learning
to approximate the value function V

πθt
h (sh) = E[Rh(τ)|πθt , sh]. In this case, we want to find

a function f ∗(s) that solves the following minimization for each state sh in a set of trajectories
{τ1, τ2, . . . } ∼ D:

f ∗(sh) = argmin
f∈F

Eτi∼D[(f(sh)−Rh(τi))
2]

Question: Suppose we don’t have any restriction on F, what is the solution f ∗?

3.1 Neural Networks
From the trajectories τi obtained from interacting with the environment (usually through a simula-
tor) under a given policy πθt , we can easily derive state-reward pairs, where the states sh correspond
to each of the states visited by the agent in a single trajectory, and the rewards Rh(τi) corresponds
to the associated rewards obtained from the current state sh until the end of the trajectory. Using
this procedure, for each trajectory τj , we will obtain a set of tuples of the form (sh, Rh(τj)). We
can then use the states as the features into the neural network, and the rewards as the labels that
the network will try to predict. In this case, since the rewards are continuous, the network will be
performing regression to try to fit a function to predict the reward value obtained at a specific state.

Example: As the simplest example, we will consider a simple feed forward neural network as
shown below in Fig. 1. A feed-forward neural network is usually composed of a set of weights, an
accumulator function (denoted by σ below) and an non-linear activation function that allows the
network to approximate complex non-linear behavior. Weights are usually initialized randomly
and then the neurons learn from training examples what the optimal choice of weights is. This
learning is framed as an optimization problem, where we want to minimize the difference between
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the predicted label and the expected label. This difference is quantified as a loss function and the
weights are updated using a procedure known as back propagation, which will explain below.

We will assume that for each state-reward pair i, the network will predict a label R̂(i). Since
we want that prediction to be as close as possible to the result sampled in the trajectory, we need
to specify a loss function that the neural network will try to minimize.

Figure 1: Simple Feed Forward Neural Network

One of the most common loss functions used for regression tasks is the mean squared error
(also know as the l2 loss). In our case, the loss function will be specified as shown below:

L =
1

n

n∑
i

(R̂(i) −Rh(τ))
2

Using this definition for the error, and the single-neuron network specified above, we can formulate
weight updates using gradient methods. For simplicity we will use gradient descent. In this case,
the output of the neuron j is defined as follows:

oj = ϕ(netj) = ϕ

(
n∑

k=1

wkjxk

)

Where ϕ is the activation function and it is assumed to be differentiable, but non-linear. This output
will then produce the predicted label oj = R̂(i) for each sample i, and the loss will be calculated.

We can then allow the network to learn by applying gradient descent to the weights (updating
each weight wij

t+1 = wt
ij + γ∇L). The gradient of the loss function (∇L) is calculated using the

partial derivatives of the loss function L with respect to each of the network’s weights wij . This
process is done by utilizing the chain rule twice to obtain:

∂L

∂wij

=
∂L

∂oj

∂oj
∂wij

=
∂L

∂oj

∂oj
∂netj

netj
wij

Using this formula, we can now update each parameter by calculating these partial derivatives after
the loss value for an example has been calculated (forward pass). These procedure is formally
known as back propagation.
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